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In this work we present M-VIVIE, a system for video sequence indexing based on the identity of appearing
subjects, which exploits a multithread architecture for fast processing. The system is composed of more
conceptual component modules, each performing a specific kind of processing. Each module can possibly
be substituted with a different one performing the same task. Special attention is devoted to classification
and clustering activities. M-VIVIE presents a number of peculiarities, that distinguish it from existing sys-
tems with similar goals. Among these, the account for the concomitant appearance of two identities in
the same clip, and the use of such information in the process of identity mapping. M-VIVIE was tested
on different kinds of real video clips to assess both its efficacy and efficiency.
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1. Introduction

The soaring creation, diffusion and storage of video information
is a direct consequence of the reduced costs of technology, as well
as of the increase of the available network bandwidth. Moreover,
highly demanding security applications often require to organize
and handle great amounts of video data. These are possibly
accessed on demand on a later time, for example to answer spatial
and/or temporal queries related to objects and/or individuals pres-
ent in a protected area (where and when). In an ideal system, such
operations should also be possible online. In a large scale monitor-
ing system (e.g. the surveillance system in a public area) it is extre-
mely important to support the activity of a human operator in
detecting specific events. For example, a problem which is often
faced is the ability to browse a video according to the subjects con-
tained in different sequences, in order to trace a person walking
through different places in different times. This is a typical reiden-
tification problem, requiring to match a person across multiple dis-
joint fields of view. In general, the object reidentification task is to
match an object across space and time. In other words, once we
have detected it in one location and at a certain time, we want to
identify it again, in a set of possible candidates, when it moves to
a different location, at a possible different time. Popular pattern rec-
ognition techniques can be exploited, but when the object of
reidentification is a person, biometrics play a special role. In partic-
ular, face- and gait-based recognition are able to support systems
that typically work at a distance. On the other hand, it is often the
ll rights reserved.
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case that the obtained information must be shared among different
organizations to enforce surveillance and security, as well as for
investigative needs. In order to navigate a video, divide it into sec-
tions containing interesting scenes, or store it according to prede-
termined criteria (e.g. presence of a person) it is necessary to
analyze its content to allow the creation of appropriate indices.
Applications which can index video scenes according to the identity
of present subjects are particularly interesting, as a number of
works suggest (Choi et al., 2010; Torres and Vilà, 2002); such iden-
tities can be determined through face recognition (Abate et al.,
2007). In practice, a surveillance system is equipped with a biomet-
ric module able to discriminate subjects appearing in video clips. It
is worth noticing that in this context one is often not much inter-
ested in determining the actual people identities, but rather in
the pure ability to detect different scenes presenting a same subject.
Many present reidentification systems rely on easy-to-compute
features, such as color histograms or object silhouettes. These are
computationally affordable and able to satisfy real-time require-
ments, but suffer from low accuracy. On the contrary, the detection
and classification of present subjects faces provide more robust
indexing cues, but they are also much more complex to perform.
Most present face recognition techniques can be hardly applied to
poorly controlled settings, due to extreme variability caused,
among other factors, by pose and illumination changes (Abate
et al., 2007; Becker and Ortiz, 2009). Nevertheless, face represents
a biometric trait that is particularly suited for the applications
sketched above, since it can be captured at a distance and from
unaware subjects. Due to continuous advances in technology, one
can presently afford higher resolution and more demanding proce-
dures to address uncontrolled image capture, without spending
too much more computational time. In this context, appropriate
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normalization and classification techniques can be an answer to the
problem of high intra-class variability of face patterns.

2. System architecture

M-VIVIE is a completely automatic video indexing system
which is based on face recognition. It is composed of a number
of modules, as shown in Fig. 1, which interact to process and anno-
tate the single frames of an input video sequence according to the
present identities. These identities are detected through the face
samples associated to them. Pose and light normalization aim to
reconstruct a frontal face pose under uniform illumination, to
make classification more robust. Each frame in a video sequence
undergoes a pipe of operations, which will be detailed in the fol-
lowing sections: (a) face detection, (b) face tracking, (c) face nor-
malization, (d) feature extraction, (e) face classification, (f) face
clustering (Fig. 1). Such operations are distributed across the differ-
ent modules that make up the final architectural design. It is worth
noticing that each of them can be substituted with one running a
different algorithm, given that interfaces (input/output data) re-
main fixed. We included detection and tracking in the same mod-
ule, since in our design the latter only accounts for the subsequent
face positions determined by the former. The actual presence of the
same person will be verified later by the clustering module. That is
why we distinguish between temporary and permanent identities.
The same clustering module will also be in charge of controlling
possible dependencies able to improve computation. As we will
see, in our case we prune the number of matches to determine a
permanent identity for a temporary one, based on spatial/temporal
constraints produced by assignments already done (two temporary
identities which appear in a same frame cannot belong to the same
permanent identity). Modules which perform detection, tracking,
normalization and feature extraction can work in multi-threading
mode as well, and can be possibly spread over more computers.

The first operation on a frame, after its extraction from input vi-
deo, is the crucial detection and location of all present faces. These
are recorded together with their position, dimension, and quality.
Position information for each face is submitted to the tracking
module. As long as a face is present in the scene, it is tracked
Fig. 1. System architecture. Video is decomposed in frames which are first inputted
to the face detection module and then to the face tracking module. Following the
pipeline, face samples are normalized and classified to be submitted to the face
clustering module, which transforms ‘‘temporary’’ identities in ‘‘permanent’’ ones.
and all its corresponding samples, which are collected according
to spatial coherence from a frame to the next one, are processed:
they undergo normalization and feature extraction, and are then
stored in a temporary list. As soon as a certain face is not detected
anymore in the scene during a number of consecutive frames Fnot,
all of its corresponding samples are sent to the classification and
clustering modules. The parameter Fnot is set by the user depending
on the characteristics of the video, e.g. processing a clip with fre-
quent and sudden shot changes requires lower values. The cluster-
ing module either assigns samples to an existing identity, or, if this
is not possible, a new identity is created. The specific implementa-
tion of classification, which is performed after each full tracking cy-
cle, is the core of our approach to reidentification in a long video.
Reidentification requires to match a person across possibly multi-
ple disjoint fields of view, or across different temporal periods. To
this aim, after a face has been detected and tracked at one location,
we match it with a feasible set of candidates detected at other loca-
tions/in different times. During these phases, an ‘‘identity’’ does
not necessarily correspond to a specific recognized person, unless
a real-time identification is required, but to a generic subject which
is distinguished from the others. When the whole video has been
processed, the system returns the set of created identities and
the corresponding samples, with the indication of the points in
the video where they were detected. At this point, identities may
undergo a real identification/recognition process. Let us notice that
the outcome provided by M-VIVIE is more articulated and useful
for a number of applications, than the mere detection of a certain
identity in a video (yes/no answer). For example, it might be used
to measure the amount of time a person has been framed during a
video sequence, to measure the permanence in a certain area, or
results from videos from different cameras may be correlated to
detect the path through a series of areas.

Details of each module and of its working are given in the
following.

3. Face detection and tracking

Face(s) location is the first operation which is performed by the
system and is a crucial step for the following face tracking task. The
concerned module analyzes each single video frame and returns all
detected faces in it, together with information including position,
expressed in cartesian coordinates with respect to the image ori-
gin, the dimension, represented as a pair of integer scalars (width
and height), and a quality index, expressed by a real scalar (quality
indices are detailed in the following). Location is performed by
implementing Viola–Jones’ algorithm (Viola and Jones, 2004). For
each detected face within the frame, the algorithm returns a Re-
gion Of Interest (ROI). This represents the input for an Extended
Active Shape Model, implemented by STASM software as described
in (Milborrow and Nicolls, 2008). STASM applies a generic shape
made of 68 points to the input ROI, and performs an iterative
refinement process, which is based on reducing a cost function
with respect to a previously performed training on a separate set
of images. This process readapts the generic shape to the sample
at hand by disposing each point on its corresponding zone. Nose
tip has a crucial weight in the normalization process; however,
since it is a prominent anatomical structure, it is often subject to
a higher location error. Such error may hamper the outcome of
the following normalization phase. M-VIVIE addresses this prob-
lem in a twofold way: it exploits a quality measure based on face
symmetry, and discards face samples which are too far from the
rest of the gallery during the identity mapping process, which will
be described later.

Once a face has been detected within a frame, M-VIVIE traces it
along the following ones in the sequence. A number of works in lit-
erature (Torres and Vilà, 2002) that deal with face indexing from



Fig. 2. The six main steps of the pose and illumination correction process.
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video sequences, do not implement a real face tracking module:
faces that were extracted from the single frames are directly sub-
mitted to the classification process. For instance, in (Choi et al.,
2010 all faces extracted from a shot (sub-sequence of frames se-
lected by an automatic algorithm) directly undergo a clustering
algorithm, which groups them in classes according to a distance
(dissimilarity) measure. The two faces with lower distance are in-
cluded in a single class, if such distance is under a predetermined
threshold. The process is iterated until no more pairs are found
with a distance lower that the threshold. However, due to inter-
class similarity or location errors, it may happen that two faces
of different subjects are included in the same class, so invalidating
the results of the following steps. Moreover, due to pose or illumi-
nation variations, samples of the same subject may be included in
different classes (identities). This latter problem is attenuated by
our approach, since the presence of a face tracking module in M-VI-
VIE just aims at avoiding such cases. This module maintains a set V
of the faces being currently examined, which is updated after each
frame processing. The set is initially empty. Afterwards, for each
face detected in the first examined frame, an element vi 2 V is cre-
ated, which is denoted as a temporary identity. Such identities are
distinct from permanent identities, which will represent the final
outcome of the process and whose details will be discussed in Sec-
tion 5.1. For each temporary identity, the coordinates (xnose,ynose) of
the nose tip are recorded. Moreover, each such identity is assigned
a list L(vi), which collects its possible further samples that may ap-
pear later in consecutive frames. During the processing of the fol-
lowing frames, when the face tracking module receives a new face
sample from the face detector, it tries to assign it to an already
existing identity in V. To this aim, it computes the distance be-
tween the coordinates (newxnose,newynose) of the newly received
sample and those of each temporary identity already in the set, after
normalizing them with respect to frame size. If a pair of coordi-
nates is found for which such distance is lower than a threshold
thnose, the new sample is considered as an instance of the corre-
sponding temporary identity, and is added to its collection. Other-
wise, a new element is added to V. Even the value for thnose is set
by the user, according to the characteristics of the video being pro-
cessed. The quicker the expected movements, the higher the value.
The coordinates (xnose,ynose) of the matching identity are updated
with (newxnose,newynose). Each temporary identity is therefore char-
acterized by the coordinates (xnose,ynose) of the nose tip in its last
detected instance (sample), and this is the relevant element for
the following distance matching operations. This is a reasonable
choice: since we assume a fluent motion, it is useless to include
previous positions in the match. Before continuing, it is worth
noticing that in this step the assignment of a detected face sample
to an element in the set V does not take into account the identity of
the subject, but only the congruence of samples’ positions in con-
secutive frames. If a shot change happens, the same person may
appear in a different position, and therefore its face samples may
be assigned to different temporary identities, or on the contrary a
new person may appear in a certain position and its face samples
be assigned to the same temporary identity of the person formerly
occupying that position. The first problem is automatically ad-
dressed during our identity mapping. The second one is trickier,
as it will be more evident from the description of the mapping pro-
cess. It could be addressed by integrating the process with a robust
shot detection method. Once a sudden scene change is detected,
e.g. through a sudden background change, this would trigger a re-
set of the tracking procedure. This reset would map at the same
time all temporary identities detected so far, and not yet classified,
into permanent ones. We remind that, in normal conditions, each
temporary identity is mapped into a permanent one as soon after
the corresponding face has not been detected during a number of
consecutive frames Fnot. After this ‘‘mass’’ processing, the tracking
would be restarted from scratch. The integration of such a mecha-
nism in our architecture will be object of a future development.
Nevertheless, it is to say that the preliminary pre-assignment as
it is, is still satisfactory enough in supporting feature extraction
and classification procedures, which are performed later. More-
over, shot changes are not expected in surveillance videos, unless
we consider videos from PTZ cameras. The described procedure
also presents a further positive aspect. If u e v are faces which
appear at the same time in a frame, they cannot belong to the same
person. This information, though neglected by most works in
literature, is of paramount importance, since it gives two crucial
advantages: (a) it reduces misclassifications, (b) it reduces the
computational cost of the algorithm, since we know in advance
that some classes must not be compared among them. This will
be detailed later.
4. Face normalization and feature extraction

Face normalization is often exploited in literature to improve
classification accuracy. We can mention the algorithm proposed
by Blanz and Vetter (2003) among the most efficient ones. It com-
putes a 3D face model, starting from one or more 2D images and
modifying a 3D generic model (morphable model). In principle, it
allows to simultaneously correct both pose and illumination. The
reverse of the medal is a significant computational cost, most of
all when processing a high number of faces.

Both normalization of single face samples, and feature extrac-
tion and matching are performed in M-VIVIE by exploiting the
FACE approach (De Marsico et al., 2010). We summarize it below
for readers’ convenience.

4.1. Face normalization

Though starting from the set of 68 relevant points that are lo-
cated by STASM, FACE uses only 13 of them, as shown in Fig. 2
(the red/darker ones). Head rolling is corrected using the centre of
the eyes (Fig. 2(a)). The distances between the external corners of
the left and right eye and the tip of the nose, are respectively de-
noted by dl and dr in Fig. 2(b). If dr P dl the right half of the face is
the better exposed (best) one, and the image is left unchanged;
otherwise, it is reflected with respect to the vertical axis (horizontal
flip). This trick allows to always consider the right hand side of the
face as the best one in the following processing steps. The points in
Fig. 2(c) make up the face central line. Notice that the first point
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upward (the light one) is not provided by STASM. It is derived as the
median point of the link between the first two points upward on
nose sides. The face central line and the image borders delimit
the right and left face regions. Only the right (best exposed) one
is considered. Its rows are stretched to obtain a constant length.
Then the half face is divided into horizontal and vertical bands,
which are determined by the lines passing through some of the
interest points as shown in Fig. 2(d). The choice of such points priv-
ileges the delimitation of bands that are more significant for the
normalization process, namely those respectively containing the
eyebrow, the eye, the nose and the mouth. The lines are resized,
to make the chosen interest points fall in pre-determined positions.
Finally, the left half face is reconstructed by reflecting the right half
one (Fig. 2(e)). This step allows using FACE normalization procedure
even when the following matching program exploits measures re-
lated to the whole face (e.g. the distance between eyes).

After pose correction, the face image undergoes illumination
correction. This is performed through the Self Quotient Image
(SQI) algorithm described in (Wang et al., 2004. The value of each
image pixel is divided by the mean of the values in its neighbour-
hood, represented by a square mask of size k � k (in our case k = 8).
The final result of the overall normalization process is shown in
Fig. 2(f).

4.2. Feature extraction

A recent work by Becker and Ortiz (2009) mentions a bench-
mark including some typical image datasets from Facebook. The
reported experiments demonstrated that many of the most well-
known techniques for face classification (Abate et al., 2007) are still
too sensible to image distortions, to be profitably used in partially
or totally uncontrolled settings. FACE performs image matching by
a localized version of the spatial correlation index. In its global
form, given two images A and B and the respective mean values
of their pixels Ae B, it is defined as:

sðA;BÞ ¼
Pn�1

i¼0

Pm�1
j¼0 ðAði; jÞ � �AÞðBði; jÞ � �BÞffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiPn�1

i¼0

Pm�1
j¼0 ðAði; jÞ � �AÞ2

Pn�1
i¼0

Pm�1
j¼0 ðBði; jÞ � �BÞ2

q ð1Þ

In FACE, it is adapted to work locally, over single sub-regions rA

and rB of fixed size in images A and B. For each sub-region rA in A,
identified by the position of its left-upper corner, we search, mov-
ing in a limited window around the same position in B, the region
rB which maximizes the correlation s(rA,rB). The global correlation
S(A,B) is the sum of the local maxima. This approach is more accu-
rate, but also more computationally expensive, than the global one.
However, some tricks, such as the pre-computation of some quan-
tities in the matching formula, allow to perform a considerable
amount of matches (hundreds) in less than one second on med-
ium-low band computing equipment. The pre-computed values
of elements in (1) are those that do not involve cross-computation.
They also represent the features extracted for future matching,
making up the biometric key associated to each face.

4.3. Multi-threading

The above operations are quite computationally expensive and
therefore hardly lend themselves to fast processing, let alone to on-
line processing. In order to speed up the overall process, the compu-
tation can be parallelized by adopting a twofold strategy. First of all,
any time a new temporary identity is detected, a new thread is
started to track it, possibly on a different connected machine which
runs the same tracking module. The same happens for normaliza-
tion. In a multi-processor (multi-host) system, the host that has
to run the new thread can be chosen according to any load balanc-
ing algorithm. This kind of architecture lends itself to both single-
camera e to multi-camera processing, since the choice of the thread
which has to process a specific temporary identity is independent of
the source video. When no instance (face sample) can be associated
to the temporary identity vi for Fnot consecutive frames, this process-
ing step for such identity is completed, and vi must be mapped onto
a permanent identity Ik. Association among temporary and perma-
nent identities follows a multi-thread protocol as well, which will
be described later. Therefore, a mapping thread is identified to
which the temporary identity and its samples are transmitted.
5. Face classification and clustering

In Section 3 we introduced the concept of temporary identity,
anticipating the difference with permanent identities. A temporary
identity is created to temporarily represent a set of samples which
are grouped together merely due to their positions within tempo-
rally close frames. It only exists until possible instances of the
tracked face are detected. When no instance (face sample) can be
associated to the temporary identity vi for Fnot consecutive frames,
such identity must be mapped onto a permanent identity Ik. This
task pertains to the face classification module through an identity
mapping operation. Identity mapping performs two important
activities: a) it analyzes the samples of temporary identity vi and
compares them with those of permanent identities Ik where
k = 1,2, . . . , |I| and |I| represents the number of existing permanent
identities (possibly a new permanent identity Iw is created); b) if
no new identity Iw, has been created from vi, it merges samples
associated to vi with those of the Ik with which vi has been identi-
fied, by selecting the most representative ones from both sets.

Let us consider a generic temporary identity vi 2 V, for which
|L(vi)| instances (face samples) vi,h 2 L(vi) have been collected. As
introduced above, the process of mapping this identity onto a per-
manent one is performed in two consecutive steps: (a) permanent
identity definition, (b) reduction of representative face samples
contained in the gallery. It is first necessary to devise a criterion
to assess compatibility among face samples of a temporary identity
and those of a permanent one, so that they can be possibly associ-
ated. Given this, we can face two different situations. In the first
one, there already exists a permanent identity for which the tem-
porary one is an instantiation. In other terms, a face was detected
and traced that had already been previously detected, and for
which a permanent identity had already been created. This case re-
quires more attention, since face samples of the temporary identity
must be merged with those already existing in the gallery, and cor-
responding to the associated permanent identity. The iteration of
this process might significantly increase the number of face sam-
ples in the gallery, if the number of processed frames is high. To
avoid such proliferation, it is necessary to prune the samples to
be merged, only preserving the most representative ones. This re-
quires to define suitable rules, allowing to merge the two sample
lists (temporary and permanent) and to select from their union a
reduced yet significant subset.

In the second case, no existing permanent identity is sufficiently
similar to the samples of the temporary identity to be associated
with it. Therefore it is necessary to create a new permanent iden-
tity, whose gallery of face samples will be that of the temporary
one. As a result, the second case is much easier to deal with than
the first one, since the gallery of the temporary identity is simply
copied into that of the newly created permanent identity.
5.1. Identity Association

Given a temporary identity vi 2 V with |L(vi)| instances (face sam-
ples) vi,h 2 L(vi), and a permanent identity Ik, with |L(Ik)| face samples
Ik,j 2 L(Ik), it is necessary to test if they are compatible, i.e. if it is
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possible to associate the identity vi to Ik, and to merge the respec-
tive face samples in a single set.

Compatibility (similarity) between identities is measured by
computing a distance matrix M(n,m), where n = |L(vi)| and
m = |L(Ik)|. M is defined such that M(h, j) = 1 � S(vi,h, Ik,j), i.e. the en-
try (h, j) contains a measure of distance between the hth face sam-
ple of vi identity and jth face sample of permanent identity Ik,
which is in inverse relation to the localized version of image corre-
lation introduced in Section 4.2. Once a threshold thC 2 [0,1] is set,
the number CM of entries such that M(h, j) < thC is counted. In prac-
tice, the threshold thC represents the distance value below which
two face samples can be associated to the same person in a verifi-
cation process (we experimentally found that thC = 0.3 is a suitable
choice, for the classifier which we exploited). Therefore, CM repre-
sents the number of pairs of face samples that can be considered as
captures of the same subject; this value is then normalized with re-
spect to the number of considered pairs, so to obtain a value in the
interval [0,1]. A further threshold thM, which is set by the user, al-
lows to decide if temporary identity vi can be associated to the per-
manent identity Ik; the association will be performed if CM > thM (we
experimentally observed that 0.1 is a suitable value). See Fig. 3 for
examples of surface representations of the distance matrices for
comparisons of incompatible and compatible sets of samples.

If the association is feasible, it is necessary to update the set
L(Ik) of the involved permanent identity Ik. This is done by analyzing
the values in M matrix. First of all, the mean M of values in M is
computed. A new matrix M̂ is obtained from M, by subtracting
the value M from each of its elements, and setting to zero all those
elements producing a negative difference. In practice:

M̂ðh; jÞ ¼ Mðh; jÞ �M; if Mðh; jÞ > M

0 otherwise

(
ð2Þ

Given the matrix M̂, M-VIVIE defines two vectors ROWS and
COLS with length respectively equal to the number of rows and
to the number of columns of the matrix. Vector ROWS is defined
such that its hth position ROWS[h] reports the number of elements
(columns) of the hth row in M̂ such that M̂ðh; jÞ > thM , where thM is
set by the user (we experimentally observed that 0.1 is a suitable
value). Vector COLS is defined in a symmetrical way, with respect
to columns of M̂. In practice, vector ROWS (COLS) counts the num-
ber of permanent samples for each temporary sample (respec-
tively, the number of temporary samples for each permanent
sample) which are at least thM farther away than the mean. This
helps identifying distorted face samples, and therefore items that,
though not always being error sources, may disturb the following
processing. As a matter of fact, if many ‘‘critical’’ elements (those
Fig. 3. Surface representation of the distance matrix. Two distinct cases are shown:
compatible (right).
which satisfy the condition M̂ such that M̂ðh; jÞ > thM) are found
in a row of M̂, such row must be discarded from future operations.
This symmetrically holds for columns. We experimentally fixed the
maximum admittable number of critical elements to 1=4 of the total
number of elements in the row/column.

Samples which survive the pruning phase, because they are not
affected by possible distortions, must be further screened. Other-
wise, the number of face samples representing a permanent iden-
tity would excessively grow at each identity mapping operation. A
huge number of face samples per permanent identity would re-
quire higher time to compute the distance matrix M. Moreover,
this may result useless, since many face samples would be very
similar and therefore poorly representative (see Fig. 4). To be able
to reduce the number of face samples after merging a permanent
and a temporary identity, it is essential to have a selection crite-
rion, which assures a good gallery representativeness. In our spe-
cific case we considered two different strategies: (a) Minimum
Average Score (MAS); (b) Maximum Score vector Distance (MSD).

5.2. Minimum Average Score

After discarding rows/columns corresponding to distorted face
samples, M-VIVIE identifies the row hmin with the lowest mean va-
lue; the corresponding face sample enters the new set L’(Ik) that we
are building for the permanent identity Ik, since it represents the
face sample in L(vi) which is less far on the average from all those
in L(Ik). In order to increase intra-class variability, and therefore to
make the new set L’(Ik) as much representative as possible, we scan
all entries in hmin row and, for each j such that M̂ðhmin; jÞ < ths we
select the corresponding face sample Ik,j 2 L(Ik) to be included into
L’(Ik). In a symmetric way, M-VIVIE identifies the column jmin with
the lowest mean value and inserts the corresponding face sample
into L’(Ik), then scans the column and for each element such that
M̂ðhmin; jÞ < ths inserts the corresponding face sample vi,h 2 L(vi) in
L’(Ik). At the end of this process, the set L(Ik) for the permanent
identity Ik is substituted with L’(Ik).

5.3. Maximum Score vector Distance

In this case M-VIVIE scans the distance matrix M to identify the
score row (score vector) hmax with the highest variance. Such row
corresponds to the face sample in the gallery of the temporary
identity L(vi), which is the most characterizing with respect to
those in permanent identity gallery L(Ik). Once such face sample
is selected and inserted into the new set L’(Ik), that we are building,
all the face sample which are too close to it are discarded. Formally,
the temporary identity vi and permanent identity Ik are not compatible (left) or



Fig. 4. A surface representation of matrix M̂ on the left. On the lower right, three face samples that were extracted from the full set, some of which (only 20) are shown in the
upper right.
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if hmax represents the row for the face sample at hand, we search
among all rows h in matrix M which have not been selected yet
a new row hnext with maximum Euclidean distance dmax = ||hnext

� hmax||2 from hmax; if such distance is above a predefined thresh-
old thmax the corresponding face sample is inserted into in L’(Ik),
and the search for a new hnext is started, otherwise the search pro-
cess stops. A symmetrical process is performed for columns in M.
The threshold thmax allows to regulate the approximate number
of face samples that will compose the new gallery L’(Ik); a too high
value produces very small face sample sets, so reducing processing
times, but also introduces the possibility to be too selective and to
generate a gallery which, though extremely varied, contains too
few samples per permanent identity to be actually representative.
On the other hand, a too low value would hinder an effective sam-
ple selection.
5.4. Parallel identity association

Each host which has to run identity association must have a
complete, up-to-date list of the present permanent ones, together
with their samples. When it receives a temporary identity to
map, it starts a mapping thread which performs the operations de-
scribed in the section above. Once a permanent identity is updated,
Fig. 5. A conceptual representation of how the identity association overall work is div
module.
its samples are sent to a central mapping coordinator, which
knows all the mapping hosts and broadcasts the information. If a
new permanent identity is created, it is transmitted together with
its samples to the central mapping coordinator as well. If the coor-
dinator receives only one new identity, it broadcasts it as is. Other-
wise, if it receives more new identities in the same cycle, it checks
if they can be mapped one another, by using the same procedure
followed to associate temporary to permanent identities. At the
end, the coordinator broadcasts the final result with possible merg-
ing of received identities. Fig. 5 conceptually depicts the overall de-
scribed architecture.
5.5. Handling dependencies

Most works in literature, which deal with face classification
from video sequences, do not take into account the information gi-
ven by the concomitant appearance of more subjects within the
same scene. However, this information is extremely useful, be-
cause it allows to decide with certainty that two identities are
not compatible (for compatibility we mean here the concept ex-
pressed above, i.e. the fact that they can be associated with a same
person). In other words, it allows to decide that two temporary
identities cannot be associated with the same permanent one.
ided between parallel threads which are coordinated with a central management
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The derived advantage is that a number of identity mappings will
not be tried, therefore achieving a twofold result of reducing the
algorithm computational cost, and increasing the accuracy of the
system.

The process of creating dependencies between identities is very
tricky, and relies on the specific philosophy that one wants to fol-
low in analyzing video sequences. In particular, two different strat-
egies exist. In the first case, one proceeds off-line, i.e. all temporary
identities are extracted from the video sequence, and only at the
end of this process they are mapped onto permanent identities.
In the second case, one works on-line, therefore temporary identi-
ties are mapped onto permanent identities as they are identified.
Off-line strategy is much simpler to deal with, since it is sufficient
to create a structure, a sparse matrix, where a bit is set to 1 if the
two temporary identities (row and column) appear in the same
scene. From the moment when a temporary identity is mapped
onto a permanent one, mapping with the same permanent identity
will not be attempted for all those which are marked as incompat-
ible with it. On the contrary, the on-line strategy requires more
care, because we do not have in advance the complete set of tem-
porary identities, as they are identified from time to time and some
of them could have already been mapped onto a permanent iden-
tity. In this case, one has to track the compatibility between tem-
porary identities even when some of them have already been
mapped. To this aim, M-VIVIE associates to each temporary iden-
tity vi two vectors Avi and Bvi, of length equal to the expected total
number of identities to deal with. If two temporary identities vi and
vj appear in concomitance in the same scene, this is recorded by
setting Avi(j) = 1 and Avj(i) = 1. When one of the two temporary
identities (let us assume for example vi) is mapped onto permanent
identity Ik, this is recorded by setting Bvj(i) = k. In other words, as
for temporary identity vj, M-VIVIE records that identity vi, with
which it is incompatible, has been mapped onto permanent iden-
tity Ik. Such information is exploited during the following identity
mapping steps; as a matter of fact, when for example vj must be
mapped, only permanent identities which do not appear in Bvj

are considered. Notice that when a temporary identity is mapped
onto a permanent one, it is destroyed together with all related
information.

The central mapping coordinator also receives and processes
updated versions of the A and B vectors.
Fig. 6. Plot of the number of identity mapping operations versus variations of
threshold thnose.
6. Experimental framework and results

Experiments aimed at highlighting the performance of modules
making up M-VIVIE system. We present some significant results
which are related to face detection and normalization, with more
emphasis on the evaluation of the performance of classification
and clustering modules, since they represent the most innovative
part of this work. Special attention was devoted to the identifica-
tion of thresholds and constants which are involved in the different
processing steps, and to the assessment of their stability and
consistence.

M-VIVIE was tested on two different sets of clips, GENERIC and
SURVEILLANCE. The set GENERIC was composed of a total of 16 vi-
deo clips, which are different for type and duration. A set ClipA of 8
clips included sequences extracted from 4 different TVNews, 2 for
each edition. A second set ClipB of 8 out of the 16 clips was ex-
tracted from 4 films, 2 for each film, selected from different pas-
sages. Clips in ClipB are ‘‘harder’’ than those in ClipA, due to shot
changes, possible variations in illumination, and accentuated pose
and expression changes. Moreover, they are harder than clips gen-
erally produced in video-surveillance too, since the latter are ex-
pected to present much less shot changes, even when we
consider videos from PTZ cameras.
The first experiments on GENERIC set verified the performance
of face tracking module on clips from ClipA and ClipB, separately.
We evaluated how the variation of threshold thnose affects the per-
formances. A too low threshold might make sudden and emphatic
movements to trigger the assignment of face samples from the
same subject to different temporary identities. This does not cause
any problem in the final classification of samples, since the differ-
ent temporary identities will be mapped onto the same permanent
one with very high probability. This would also demonstrate the
robustness of the clustering method. The disadvantage is repre-
sented by the increased number of identity mapping operations. A
suitable choice of such value then affects the rate between effec-
tiveness and efficiency of the system. Fig. 6 shows a plot of the
number of identity mapping operations while varying threshold
thnose.

Fig. 6 highlights how thnose produces an higher increase of iden-
tity mapping operations in ClipB. In fact, in action scenes faces span
longer distances due to sharp movements. Moreover, we can ob-
serve that performances settle when thnose approximately equals
inter-ocular distance. The latter can substitute thnose to obtain an
adaptive system.

The clustering module underwent two different tests using
GENERIC: (a) the ability to associate all face samples of the same
subject to the same permanent identity, (b) the ability to identify
the same subject (by associating the different permanent identi-
ties) which is depicted in different clips. Table 1 reports the results
of the first experiment: for each clip, it shows the number of per-
manent identities which were determined versus the real total
number of present identities (target identities). Execution time de-
pends on the input video length and on the number of performed
identity mappings.

M-VIVIE more often produces a number of permanent identities
higher than target identities when processing ClipB. This is due to
quantity and quality of face distortions (pose, illumination, make-
up). However, some of these identities are characterized by a very
low number of samples. This may determine heuristics to identify
wrong permanent identities. In a further experiment with GENERIC
we measured False Acceptance Rate (FAR) and False Rejection Rate
(FRR) achieved by M-VIVIE in associating different identities ex-
tracted from different clips, i.e. in recognizing the same person in
more clips, extracted from a same video or from different videos.
Table 2 reports the mean error rates for the two sets ClipA and
ClipB. As expected, due to lower variations in pose and expression,
processing of set ClipA achieves better accuracy.

Due to the lack of public repositories of surveillance videos, to
use for application benchmarking, we created the SURVEILLANCE
set of clips according to the aims of this work. In particular, simi-
larly to the experiments on GENERIC set, we aimed at assessing
the performances of M-VIVIE with respect to two crucial aspects:



Table 1
Number of permanent identities detected versus the number of identities actually present in each clip.

Properties ClipA (TV news) ClipB (movies)

1 2 3 4 5 6 7 8 1 2 3 4 5 6 7 8

Duration (min) 7 8 5 7 7 8 10 7 10 8 11 7 8 10 10 9
Target identities 16 14 8 11 8 10 13 10 4 6 3 5 5 4 5 4
Permanent identities 19 16 11 12 10 12 16 13 6 10 3 8 11 7 6 6

Table 2
Error rate (FAR and FRR) made by M-VIVIE in associating permanent identities of a
same subject extracted from different clips.

Clip FAR FRR

ClipA 0.21 0.26
ClipB 0.31 0.38
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(a) the ability to identify permanent identities within a video, (b)
the accuracy of temporary to permanent identity mapping. For
the first case, we considered seven videos, all captured by ACTI de-
vices of different models (ICM 1011, ACM 3401, ACM 4001, ACM
5611, ACM 7411). Five out of these seven videos are different
and reproduce indoor scenes (office) or outdoor ones (the entrance
of a building); one of these five videos (ACM 7411) was processed
using two further resolutions, different from its original one. For
each such video, we evaluated the number of permanent identities
that were detected by M-VIVIE, compared with the number of
actual identities in the video. We also checked how many of the
detected permanent identities exactly corresponded to the real
identities in the video. As a matter of fact, we might have k real dif-
ferent identities in a video, and M-VIVIE might detect k permanent
identities as well, but errors might still be made. Some real identity
might not be detected, and other ones might be erroneously split in
more permanent identities due to location or mapping errors.
Moreover, it might also happen that the face detection module
identifies as faces, in more consecutive frames, some structures
that can be compared to a face shape, but actually have a com-
pletely different origin (folds on clothes, groups of small objects
in a particular setting). The reason for a more accurate
consideration of such further parameter in assessing the system
in video-surveillance settings, is the higher criticality of related
applications. In these cases errors in exactly determining the num-
ber of subjects in a protected space may cause false alarms, or on
the contrary a missing alarm. The results of this first experiment
are presented in the first four rows of Table 3.

The first row of Table 3 shows that M-VIVIE identified seven
permanent identities, three of which were correct. In two cases,
permanent identities of two different subjects were not merged,
due to poor quality of the face samples, while two permanent iden-
tities were due to a false face detection by the related module. Even
for video ACTI ACM 4001 two identities were due to face detection
Table 3
Permanent identities detected by M-VIVIE versus actual identities in th

Video Parameters

Frame resolution T
i

ACTI ICM 1011 640 � 480 3
ACTI ACM 3401 464 � 368 2
ACTI ACM 4001 640 � 480 5
ACTI ACM 5611 900 � 720 3
ACTI ACM 7411 900 � 720 8
ACTI ACM 7411 640 � 480 8
ACTI ACM 7411 464 � 368 8
errors, while two different identities were erroneously fused.
Incorrect identity fusion can be avoided by increasing the similar-
ity threshold value for merging operations, if the system security
level requires it. As for the last video, a subject does never look
at the camera, so that it was not detected, while the face detection
module identified a fictitious face. The two identities that are with-
in actual device reach were correctly detected. The last three rows
of Table 3 present the results obtained for a same video, with dif-
ferent resolutions, in order to evaluate how frame resolution can
affect M-VIVIE system accuracy.

The first two rows of Table 3 related to such experiment show
that one out of the eight present identities in the video was not de-
tected due to the distance from the device (the same happens at
lower resolutions), while seven were correctly detected and
tracked. As resolution decreased, some identities were not de-
tected due to the reduced size of the faces that were farther from
the camera.

The accuracy of identity mapping operations was measured on
a subset of SCface image dataset (Grgic et al., 2009). All 130
subjects in the database have been captured at three different
distances, with eight devices (cam1,cam2, . . . , cam8), five of which
in visible daylight, two during night in visible light, and one in
infrared. In this experiment we only considered visible daylight
images from the first four devices (cam1–cam4). For each subject
we created two temporary identities. One of them was associated
with the six samples from the first two devices (cam1,cam2),
while the other one was associated with the samples coming from
the remaining two devices (cam3,cam4). For each temporary
identity in the first group, we tried a merging with all temporary
identities in the second group. Fig. 7 presents the results of these
experiments.

Each trial can be considered as a verification operation. Each
merging operation that was successfully performed and involved
the two temporary identities belonging to the same subject, was
considered as a correct match/acceptance. A merging operation
that was marked as possible, but involved temporary identities
belonging to two different subjects, increased the False Acceptance
Rate (FAR). On the contrary if the merging of the two temporary
identities of the same subject was marked as impossible, this error
increased the False Rejection Rate (FRR). The plot in Fig. 7(a) shows
that even with only six samples, from two different cameras, M-VI-
VIE was particularly accurate in only merging those temporary
e video at hand, for different videos.

arget
dentities

Permanent
identities

Correct
identities

7 3
2 2
6 4
3 2
8 7
7 7
6 6



Fig. 7. Performances of M-VIVIE identity reduction process on a subset of SCFace: (a) FAR/FRR plot, with EER (0.073), (b) Receiving Operating Curve (ROC), (c) Cumulative
Matching Curve, and (d) probability density of the scores when trying a merge between the same temporary identity or different identities.
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identities that belong to the same subject. As a matter of fact, an
Equal Error Rate (EER) of 0.073 in such conditions is very low, as
it is also confirmed by the related Receiving Operating Curve
(ROC) in Fig. 7(b).

If we consider the similarity achieved during each merging trial,
we can also use the Figures of Merit (FOM) of idesntification oper-
ations. Fig. 7(c) shows that the probability of recovering the correct
identity as the most similar in the second group, given a temporary
identity in the first group, was above 70% and rapidly grew with
the rank. Finally, Fig. 7(d) reports the similarity degree obtained
when we tried to merge two identities of the same subject (Same
id), compared with that obtained when M-VIVIE tried to merge
identities belonging to different subjects (Different id). We can ob-
serve that the two distributions are well separated, with the one
showing a mean of about 0.5 and the second a mean around 1.0.

7. Conclusions

In this work we presented M-VIVIE system for video sequence
indexing based on the identity of appearing subjects. We described
the overall system architecture, and detailed the features of the
single component modules. Moreover, we presented the strategies
which we followed to parallelize the main processing steps. The
system presents a number of peculiarities that distinguish it from
existing ones. The main one is the handling of dependencies among
identities, i.e. the identification of identities which cannot be
mapped onto each other. M-VIVIE was tested on 16 generic video
clips, as well as on clips resembling video-surveillance settings,
with results that fully confirm both its efficacy and efficiency.
Thanks to the use of two different sets of videos, experiments pro-
vide an analysis of the system behaviour on video-sequences with
very different features. We identified the optimal values for a num-
ber of parameters and demonstrated their consistency over the full
set of clips. A further enhancement factor for the system might be
the definition of suitable heuristics to identify and discard wrong
permanent identities, and the creation of a suitable interface to
browse the information provided by M-VIVIE.
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